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What's the problem of offline reinforcement learninge

L., ((9) = E(s,a,s')~2) [(r(s,a) + ;/mae}x Qé (S’,a’) -0, (S,a)) }

Offline RLO| 0122 O| &7
— ™=l HO|H (no exploration)
o A JHMO| £l K| %S > unexplored action2| Q-value 71 2 &
e - distributional shift & Q overestimation =X &

J|= O
— H L

— Policy constraint
e TD3+BC, AWAC
— Qregularization
e CQL
— Single-step methods
e DT (value iteration O}0f| 1)
e One-step RL (Brandfonbrener et al., 2021, Bellman backup= 2t H 2t AFE behavior policy B 7})

Key question
— 00D action= Of0j| H7}SHX| & © A & (implicit) policy improvement”t 7t& 2 77t?



Policy Improvement= EA| & 2 £ S} X|

Key Insight of Implicit Q-Learning (IQL)

CH A,
— actionOf| CH$t Q-value = = 2| upper expectile= value 2 Al
— max operatorS expectile regression2 = A}

Expectile Regression

— Expectile: H[CHA 12 loss 7|2t S A|
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|QL similar offline RL (1)

e First modification
— SARSA-style objective

— learn the value of the dataset policy (behavior policy) g

L., (0) = E(s,a,s')~7) |:(I’(S, a) + Q/maE}X Qé (S', a') -0, (S, a))z}
U
L(0)=E ... [(r(s,a) +7Q,;(s',4) -0, (S»a)ﬂ

— never query values for out-of-sample actions
— assuming unlimited capacity and no sampling error

0, (s,a)=r(s,a)+ By pisa) [Qé (s, a')]
a'~7(s)
o 7|&E AL (Brandfonbrener et al., 2021; Peng et al., 2019) 0| A{ ZF-E 3Bt objective
e MuloCo locomotion taskOf| Al = & SZSHA| BF AntMazeOf| M= & S&F oFet

o A

o AntMazell &2 &4 2 =7| 28 M= multi-step dynamic programming= =2 5l Of &t

got



|QL similar offline RL (2)

second modification

aim to estimate the maximum Q-value over actions that are in the support of the data distribution

| -
= oMgto

e support: ZEHFTIHE = QU= 442

modified objective

| H$|, O] 0| = dataset2 2 H K|

without ever querying the learned Q-function on out-of-sample actions by utilizing expectile regression

U

L. (6?) = E(s,a,s')~D |:(7'(S,a) + 7ma§1X Qé (S',a’) _Qg (S,a))z}

2
LSARSA—like (9) = E(s,a,s',a')~D |:(F(S’ a) + 7/Q@ (S', a') - Qa (S’ a)) :|

Lieq (‘9) - E(s,a,s')~D

U

r(s a)+y max Qé(s',

a'eA
s.t. 72'/3( s ')>0

o mg(als) > 0: SEH sO| M &HZ a7t E1|0|E1“'01|*1 of HOldt: SE/E =

— O|O|EH A Q| supportOf] == action

L=

e BCQ (Fujimoto et al., 2019), CQL (Kumar et al., 2020)
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IQL’s modification

QL (1)

— use expectile regression that approximates the maximum

— 1QL’s objective

L, (0)=

U

E(s,a,s’)~’D {(r(s, a) +y max ) (S', ar) -0, (s,a)) }

2
Loprsaine (60) = Bsosay-p [(r(s,a) +70; (s,a")-0, (S,a)) }

Lyo (0)=E

Lig. (9) -

(s,a,s')~D

|

U

r(s,a)+ y max 0;
s.t. ﬂﬂ(a'|s')>0

U

(S', a') -0, (S, a)]

B s ary-p [L; (’”(S’ a)+y0;(s',a") =0, (s, a))]




QL (2)

IQL’s further modification

Loy (0)=E | L (r(5:0) + 70, (5'.0') 0, (s.a))

— 1D targetO| transition stochasticity = 2F
— O|XCt7} 2Z 2 transitionO| maxX| & BHH &
- >0 et A, SV(G)EEHE

— We resolve this by introducing a separate value function that approximates an expectile only with respect to the action
distribution, leading to the following loss:

L () =E.»| L(0;(s.0)-7, ()]

— We can then use this estimate to update the Q-functions with the MSE loss, which averages over the stochasticity from
the transitions and avoids the “lucky” sample issue mentioned above:

015 () -0 |

O| 7| & 2| Optimality 5H 2 Section 4.40| M CtFH & L HO| M= e

G| actlon value functlonol OFL| 2} value function2 O|-83}7| -2 0] policy7t BA|HO &2
C 2{L}X] 815 = policy extraction 2 &



QL (3)

e Policy extraction
— advantage-weighted regression (AWR) 7|19 =

L.(#) =B, »| exp(B(Q; (5:0) =, (5)))log 7, (als)

2
o

- [:inverse temperature
e smaller 2 BC
e larger 2 greedy Q-learning

e Algorithm summary

Algorithm 1 Implicit Q-learning

Initialize parameters 1/, #, 0, 6.
TD learning (IQL):
for each gradient step do
b 1 — Ay Vy Ly (¥)
f+— f — ;K(‘}?HL(J{H)
0+ (1 —a)fd + ab
end for
Policy extraction (AWR):
for each gradient step do
¢ — ¢ — AxVyLx(0)
end for




Evaluations (1)

e |QL is comparable to or better than others, especially with suboptimal datasets (antmaze)
— near-optimal trajectory/} = G| O|E{ Al MuJoCo locomotion, €& Kitchen / Adroit
— near-optimal trajector/} 1= O|O|E{All: antmaze medium / large, antmaze diverse

e Computationally efficient: perform 1M updates on one GTX1080 GPU in less than 20 minutes
— implemented in JAX

Dataset BC 0% RC DT AWAC  Onestep RL  TD3+BC CQL QL (Ours)
halfcheetah-medium-v2 42.6 42.5 42.6 435 48.4 48.3 44.0 47.4
hopper-medium-v2 329 56.9 67.6 37.0 9.6 59.3 585 66.3
walker2d-medium-v2 753 75.0 74.0 724 818 83.7 72.5 8.3
halfcheetah-medivm-replay-v2 36.6 40.6 36.6 40.5 351 44.6 45.5 44.2
hopper-medium-replay-v2 15.1 75.9 827 372 1.5 6.9 05.0 04.7
walker2d-medium-replay-v2 26.0 62.5 66.6 27.0 49.5 51.8 77.2 739
halfcheetah-medivm-expert-v2 55.2 92.9 86.8 42.8 934 o0.7 91.6 867
hopper-medium-expert-v2 525 110.9 107.6 55.8 103.3 Q8.0 105.4 01.5
walker2d-medium-expert-v2 107.5 109.0 108.1 74.5 113.0 110.1 108.5 109.6
locomotion-v2 total 4667 6662 672.6 450.7 684.6 677.4 6U5.5 6924
antmaze-umaze-vi) 546 62.8 502 56.7 A3 T78.6 74.0 87.5
antmaze-umaze-diverse-vi 45.6 0.2 33.0 }9.3 60.7 71.4 54.0 62.2
antmaze-medium-play-v0 0.0 54 0.0 0.0 0.3 10.6 61.2 71.2
antmaze-medivm-diverse-vi) 0.0 0.8 0.0 07 0.0 3.0 537 T0.0
antmaze-large-play-v( 0.0 0.0 0.0 0.0 0.0 0.2 15.8 39.6
antmaze-large-diverse-vi) 0.0 6.0 0.0 1.0 0.0 (0.0 14.9 47.5
antmaze-v0 total 1002 1342 1122 107.7 125.3 163.8 303.6 378.0
total | | 3669 B4 THAR 5584 5099 841.2 10021 | 1070.4
kitchen-v() total 154.5 - - - - - 144.6 159.8
adroit-v0 total 104.5 - - - - - 03.6 118.1
total+kitchen+adroit 259 - - - - - 124003 1348.3
runtime 10m [0m OH0m 20m 2= 20m” 20m E0m 20m




Evaluations (2)

e Online Fine-Tuning after Offline RL

Dataset AWALC COQL [QL (Ours)
antmaze-umaze-vi 56,7 — 59.0 0.1 — 994 86.7 — 90,0
antmaze-umaze-diverse-vi) 493 — 4910 3.1 — 994 T80 — B4.0)
antmaze-medium-play-vi 0.0 — 00 230 — 0.0 720 — 95.0
antmaze-medium-diverse-vi{) 0.7 — 0.3 230 — 323 8.3 — 920
antmaze-large-play-v() 0.0 — 00 1.0 — 00 255 — 46.0
antmaze-large-diverse-vi) 1.0 = 0.0 1.0 — 0.0 42.6 — 6.7
antmaze-vi total 1077 — 108.3 151.5 — 231.1 370.1 — 473.7
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