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- Introduction

 FLaRe2| 7|0{H 22}

SoTA 2 Z(RL only - Poliformer w/ Dense Reward) CHH| Z|CH 15H{ =

+ RL7[EHREE sAsI0] List 5 2
- RLFES AXE AEEE e MER 22 FEjol| ZA4 HE0| 7Is2te =l
< FLaRe 27| H0f|
. SPOCE SH&El RES AMSHS REZ AL (Sim-to-real EHAIO|L} Ao ot AA| BjE
- T Ol =20 M & SPOC & 47t HE R (LLaMA2 Decoder + DINOV2,  ———
* RL 7|8 fine-tuning= & Ol= sparse reward (0 or 1)2HE AFE }E:
« MZ2 Of7|EX{7t O Bhes T2 9T S H|OteHs =2 -
Goal Goal Encoder

_l_
O
=

==2| MES maty)

AL Fine-tuning with Sparse Reward

%

Haotion

Causal
Decoder

Transformer
State Encoder
Transformer

Mo Reward Engineering

" ﬁé’f
S

Purely Sparse Reward

Fig. 3: FLaRe can efficiently fine-tune large transformer
policies through large-scale Reinforcement Learning, using
a sparse reward function that requires minimal human effort.

Hu, Jiaheng, et al. "Flare: Achieving masterful and adaptive robot policies with large-scale reinforcement learning fine-tuning." 2025 IEEE International Conference on Robotics and Automation (ICRA). IEEE, 2025.
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I Related works

% SPOC: Imitating Shortest Paths in Simulation Enables Effective Navigation and Manipulation in the Real World (CVPR 2024)
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Figure 2. Goal-conditioned Visual Encoder for extracting goal-
relevant visual information from the two cameras.
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Figure 3. Action Decoder for predicting action at the current time
step given the goal, current and past observations, and past actions.
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(b) Changing Object States

KTrain (Sim. AITHOR)

Test (Real World)

SIMULATOR

“Navigate to a basketball”

“Locate a laptop”

~

SPOC'’s manipulation camera view
while picking up the mug

Test (Sim. CHORES)

/

Environment

https://docs.hello-robot.com/0.2/stretch-hardware-quides/docs/hardware guide rel/

Strech-RE1 27 F4k: https://www.youtube.com/watch?v=iEaapHNfEWA
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I Related works

«» CHORES: Core HOusehold Robot EvaluationS

SHEF =B || A Hfo = O}st
[ (o) i 7 = X [=) =*
HE == 0A AITHORZ|H| custom benchmark= H|CHel O|}7} FLaReQ} H| @B M 21}

Task Description & Example . OBINAV PicKUP FETCH ROOMVISIT Avg
OBINAV Locatel:m obiect cate I; - “find 2 mug” Benchmark | Model Training Success  SEL % Rooms | Success SEL %% Rooms | Success SEL  %Rooms | Success SEL 9 Rooms | Success

- i gory: g i _ EmbSigLIP" [38] | Single-task RL | 36.5 245 422 719 529 303 00 00 505 165 119 446 31.2

PickUp Pick up a specified object in agent line of sight: “pick up a mug CHORES .6 | SPOC-1-task Y Single-task IL 570 462 515 842 810 303 151 126 481 437 404 812 50.0

FETCH Find and pick up an object: “locate a mug and pick up that mug” SPOC Multitasic I (S 6.3 QRN 8030 303 140 105 493 405 357 8L1 49.9

P n . - Spoc w/ GT Det | Multi-task IL 85.0 61.4 58.7 il ] 87.9 303 473 35.6 6.6 36.7 33.7 79.3 65.0

RoOMVISIT| Traverse the house. “Visit every room in this 5-room house. Indi- SrocC Multitask IL 337 251 537 751 691 315 106 &1 129 30 132 T8 386

cate when you have seen a new room and when you are done.” CHORES -L | Spoc w/GT Det | Multi-task IL 839 580 640 780 757 315 48.6 383 600 420 391 831 63.1

Table 3. Training on single tasks, IL outperforms RL even with meticulous reward shaping. EmbSigLIP refers to using the Emb-
Table 1. CHORES tasks. CLIP [38] model with an upgrade to use the SIGLIP backbone since that hugely outperforms the ResNet-50 CLIP backbone (See Tab 5).

Task Target Description & Example Further, IL easily extends to multitask training without z?ny performance fiegrad‘imm‘l. Equipping 'the agent Wl'th detection massively boosts
— = w5 the success rate across all tasks except ROOMVISIT which does not require navigating to or manipulating objects.
OBINAV Object’s category: “vase
OBJNAVAFFORD Object’s possible uses: “a container that can best be
used for holding fresh flowers decoratively”
OBINAVLOCALREF Object’s nearby objects: “a vase near a tennis racket Benchmark | OBINav | OeiNavRoom | OBINAVRELATTR | OBINAVAFFORD
and a basketball” Success %Rooms | Success % Rooms | Success %Rooms | Success % Rooms
OBINAVRELATTR Object category comparative attribute: “the smallest CHORESNAv -5 375 55.7 50.3 54.6 54.6 62.2 62.4 53.0
vase in the bedroom” CHORESNAv - 38.7 534 54.2 55.7 38.5 56.0 435 48.0
OBINAVROOM Object’s Toom type: _vase o ‘f‘e llv‘{ng ~om ] OBINAVLOCALREF OBINAVDESC RooMNav Avg
OBINAVDESC Open vocab instance description: “the brown vase Benchmark
ainted oranee with a bird on the side” Success %Rooms | Success %Rooms | Success % Rooms | Success
I % . rf- e | CHORESNAV -5 | 45.1 515 30.6 499 745 48.1 53.6
L : CHORESNAV -L | 445 58.7 30.5 56.8 675 499 453

Table 2. CHORESNAV tasks. The full task specification also in-  Table 8. CHORESNAV results to evaluate SPOC’s ability to handle diverse target specifications for navigation.
cludes a navigation verb, such as “Search for a vase”.

https://docs.hello-robot.com/0.2/stretch-hardware-guides/docs/hardware guide rel/
Strech-RET 27 Y4 https://www.youtube.com/watch?v=iEaapHNfEWA 6/13
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" FLaRe

% Experiment
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Fig. 7: A visualization of the network architecture of the transformer-based SPOC model that FLaRe fine-tunes upon.
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Task Description & Example Max Steps
ObjectNav Locate an object category: “find a mug 600
- FLa Re PickUp Pick up a specified object in agent line of sight: “pick up a mug” 600
Fetch Find and pick up an object: “locate a mug and pick up that mug” 600
RoomVisit Traverse the house. *Visit every room in this 5-room house. Indicate 1000
when you have seen a new room and when you are done.”

< Q1. IL+RL, IL only, RL only2| SoTA 2 &u}o| ‘dsH|u

 CHORES-small $lX|0[3 2 45 H|WE +A
« Fair/Unfair comparison2 2 & - Sparse rewardS 2= 4%/ ground-truth S22 & 5= U= dense reward& 2= 8%

* BaselineS2 FlLaReE Lt O B2 St&(step)= TS > I 0| = FlaRe2| HSO| O YEHOE =5
- Fair comparison (IL+RL, RL Only [1])0f|A{ ObjectNav2} RoomVisit= 38l / Fetcht Pickup= 2HH
- Unfair comparison (RL only [2, 3))2 ‘M 450 =3 W7HK] A% st5S Aot 2|0 M= Hlw
- Unfair comparison (RL only [2, 3])01|A] Poliformer(Dense)= ObjectNavE 300M Step 2+& (FLaRe2| 15H)

- SPOC (IL Only)2 2t& 3= HIO|E{AI2| 400 epoch/7HX| Bt&SHE A2 2 2Rl (https:/github.com/JiahengHu/FLaRe)

TABLE I: Success and Episode-length weighted Success (SEL) against baseline methods on the CHORES [7] benchmark.
Baselines with privileged information are marked in blue . FLaRe significantly outperforms the previous SoTA methods.

Success (SEL) I IL+RL: Sparse Reward | IL Only | RL Only
Il FLaRe (Ours) | PIRLNav JSRL SPOC | Poliformer - Sparse | Poliformer - Dense | EmbSigLIP - Dense
ObjectNav 85.0 (67.6) 20.0 (7.0) 21.0 (15.6) | 55.0 (42.2) 14.5 (10.4) 85.5 (61.2) 36.5 (24.5)
Fetch 66.9 (54.7) 0.0 (0.0) 29 (2.8) | 14.0 (10.5) 0.0 (0.0) 0.0 (0.0) 0.0 (0.0)
PickUp 91.8 (90.4) 0.0 (0.0) | 509 @7.7) | 90.1 (86.9) 0.0 (0.0) 90.1 (88.7) 71.9 (52.9)
RoomVisit 70.4 (67.1) 12.5 (11.0) 19.0 (18.6) § 40.5 (35.7) 12.5 (12.5) 12.5 (10.9) 16.5 (11.9)
\ 2025/04/03 Fapy k=t Jump-5Start Reinforcement Learning =
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% Q2. FLaRe2 53U 2 [l unseen taskO]| CHOHA| = &=

« CHORESNav-small HX|0f3 2 M= H|E =3l
* Eil‘ﬁo‘llA-I = X-IO HAL taSkE
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Task Target Description & Example
OBINAV Object’s category: “vase”
OBINAVAFFORD Object’s possible uses: “acontadwer-titarcan best be
msed tor holding fresh flowers decoratively™
OBINAVLOCALREF Object’s nearby objects: ““a vase near a tennis racket
and a basketball”
OBINAVRELATTR Object category compasative-attribie: - the smallest
I vase 1n the bedroom™
OBINAVROOM Object’s room type: “vase in the living room”
OBINAVDESC Open vocab instance description: “the brown vase
painted orange with a bird on the side”
ROOMNAV Lype-eseem—edroont™
A
=
ObjNavAffor: “Find something | can sit on”
ObjNavRelAttr: “Find the largest apple”
RoomNav: “Go to the kitchen”

Unseen Tasks

TABLE II: FLaRe can fine-tune for tasks that are never seen
by the base model, and achieve state-of-the-art performance.
Baselines with privileged information are marked in blue .

Success (SEL) || FLaRe (ours) Poliformer (Sp) =~ SPOC++  Poliformer (De)

ObjNavRelAttr || 71.0 (63.6) 6.7 (6.7) 54.5 (44.6)  36.1 (32.4)
RoomNay 91.6 (85.6) 57.0 (51.8) 745 (59.9)  75.0 (62.4)

ObjNavAfford || 79.7 (70.6) 355 (29.4) 624 (50.6)  53.8 (43.1)

Ehsani, Kiana, et al. "Spoc: Imitating shortest paths in simulation enables effective navigation and manipulation in the real world." Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition. 2024.
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" FLaRe

< Q3. FLaRe2 St5 St HAHO| real-worldH|A & & ZHE8H=7)2

* Real-world HE& 28t =9 fine-tunings =SHX| A= Z 2E5H= A

TABLE III: Real-world results (total of 46 tasks). For manip-
ulation tasks, we report both full success (policy and heuristic
grasping) and policy success (proximity) following [7].

m|o
ot
O

Success Rate || FLaRe (ours) SPOC Poliformer (Dense)
ObjectMNav 944 50.0 83.3
Fetch 66.7 (55.6) 333 (1L.1) - . -
PickUp 86.7 (66.7)  66.7 (46.7) SHME 85 83
RoomVisit T5.0 50.0

% Q4. FLaRe YH.20| new robot embodiments/behaviordf 2o =2

« Stretch-RE10| A AP EHE S S| LoCoBotOl| A FLaRe 2 RL fine-tunings =
- ObjectNav TaskE +H
AZ

- Invalid action2 OtAZ & 1 & 5 action AF2I2 72t AEEZ XfHO|

New Embodiment | Success Rate T SEL T
FLaRe 72.0 47.2
Poliformer zero-shot? 57.5 30.1
Poliformer (Sparse Reward) 44.0 29.7

Stretch-RE1 LoCoBot
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(b) Ablations

Fig. 6: Baseline performances and ablation studies on the
Fetch task. FLaRe is the only method that can achieve good
performance on this challenging task.
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