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- GorilaDQN

< Massively Parallel Methods for Deep Reinforcement Learning (ICML 2015)
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B GorilaDQN

< Massively Parallel Methods for Deep Reinforcement Learning (ICML 2015)

- J|EQ Yotetse ThY AL XHR(ex. CPU x 1ea)0i| ATt ZIGH0| &|0f Sk& A|ZH0] 22 ZE
o [EkM Crof AL AHel S 28 HE M| YA 2 otg £ 5 AP |2t &

** Running DQN on a single machine

Nair, A, Srinivasan, P., Blackwell, S., Alcicek, C., Fearon, R, De Maria, A, ... & Silver, D. (2015). Massively parallel methods for deep reinforcement learning. arXiv preprint arXiv:1507.04296.
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- GorilaDQN

< Massively Parallel Methods for Deep Reinforcement Learning (ICML 2015)

-
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** Running DQN on multiple machines : DQN Loss :
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Gradient
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ey Target
Q-network 7 copy * g

params Q-netwo rk

state, action reward next state
Actor (CPU)
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Environment Q-network store S Replay
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state

Nair, A, Srinivasan, P., Blackwell, S., Alcicek, C., Fearon, R, De Maria, A, ... & Silver, D. (2015). Massively parallel methods for deep reinforcement learning. arXiv preprint arXiv:1507.04296.
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- GorilaDQN

< Massively Parallel Methods for Deep Reinforcement Learning (ICML 2015)
« Actor2} leamer2| Q-network= & ¢t 20| EHE 7+

* Bundled modeE MM Zf AL X0} 179 actor, learner; replay memoryE 7+

Learner
** Running DQN Itipl hi b AR e :
unnlng Q on mu Ip e macnines :- DQN LOSS :
/ Bundle 1 Bundle 3 \ szitd:gls]:l e max Q(s’,a’; 67)
Actor 1 & Learner 1 Actor 3 & Learner 3 Y @
ity Target
Q-network 7 copy *
Bundle 2 Bundle 4 -
Actor 2 & Learner 2 Actor 4 & Learner 4 I-_ f——— RaliiS Q network
K / : state, action reward next state
Actor C}%o i
1 Bundled
I Mode
argmax,Q(s, a; 6) o ——
Environment Q-network store R Replay
state > (state, action, Memory

reward, next state)

Nair, A, Srinivasan, P., Blackwell, S., Alcicek, C., Fearon, R, De Maria, A, ... & Silver, D. (2015). Massively parallel methods for deep reinforcement learning. arXiv preprint arXiv:1507.04296.

6/29



- GorilaDQN

< Massively Parallel Methods for Deep Reinforcement Learning (ICML 2015)

« Parameter server= Zf bundleZFH AtEl 7|27 & 8510 YH|O| ESt Q-network Lt2t0|E{E Zf bundle| Hi =2t

Learner
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Running DQN on multiple machines | DQN Loss i :
Parameter Server el e i
wrt Iossl Q(s,a;0) maxQ(s',a’;67) :
|
«-‘
Target
oo o Q-network Q—ne’?work
B
I : state, action reward next state
copy |
Actor params ; : Bundled
1 Mode
argmax,Q(s, a; 6) -
Environment Q-network store R Replay
state > (state, action, Memory

reward, next state)

Nair, A, Srinivasan, P., Blackwell, S., Alcicek, C., Fearon, R, De Maria, A, ... & Silver, D. (2015). Massively parallel methods for deep reinforcement learning. arXiv preprint arXiv:1507.04296.
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Massively Parallel Methods for Deep Reinforcement Learning
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- GorilaDQN
< Experiment (performance comparison) —
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Figure 3. Performance of the Gorila agent on 49 Afar games with human starts evaluation compared with DON (Muoih et al., 2005)
perfommuance with scores normalized to cxpert human perfonmance. Font color indicates which method has the higher score. *Not

Figure 5. The time required by Gorila DQN to surpass single
DQN performance (red curve) and to reach its peak performance
(blue curve).

Nair, A., Srinivasan, P., Blackwell, S., Alcicek, C., Fearon, R, De Maria, A.,

. & Silver, D. (2015).

showing DON scores for Asterix, Asteroids, Double Dunk, Private Eyve, Wizard OF Wor and Gravite becanse the DON human starts
scores are less than the random agent basclines. Also not showing Video Pinball because the human expert scores are less than the
random agent scores.

Massively parallel methods for deep reinforcement learning. arXiv preprint arXiv:1507.04296.
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GorilaDQN PER APE-X
B 2o X

2015 2016 2018

+ Distributed Prioritized Experience Replay (ICLR 2018)

« 7|E AF0ME 2l SteE S5

- O AP0 M E B4 steE &

Gorila (Nair. et al., 2015) Ape-X (Horgan. et al., 2018)
. o . Yes No
Architecture for distributed learning (same number of actors & learners) (single learner & multiple actors)
Assign different € to each actors to
. . No Yes
collect diverse experience
Calculating gradients Parallel Non-parallel
Experience replay strategy Local buffer & uniform sampling

Global buffer & prioritized sampling
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- Ape-X

+ Distributed Prioritized Experience Replay (ICLR 2018)
« 7|E2| Gorila= 02 F&2| actor@t leamerE AFESIR M 0@l 2 TiZ0|EHE 22| MH{0|A YOH|O|ESH= A4S ArE
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- Ape-X

+ Distributed Prioritized Experience Replay (ICLR 2018)
« 7|E2| Gorila= 02 F&2| actor@t leamerE AFESIR M 0@l 2 TiZ0|EHE 22| MH{0|A YOH|O|ESH= A4S ArE

* Ape-Xi parameter server, bundled mode= AH&SHA| R > Single machineM| M= AL 7Hs

Learner
** Architecture of Ape-X I \
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- Ape-X

+ Distributed Prioritized Experience Replay (ICLR 2018)

« Local / global bufferE 25 AFHESHH actor?t =Tt HE = M local bufferOfl M7

Learner
** Architecture of Ape-X T TTTTTTT ST TroTT. !
: DQN Loss i
Actor Gradient
wrt loss Q(s,a;0) Ir}la}xQ(s’,a’;B‘)
argmax,Q(s, a; 9)
Environment Q-network Q-network Target
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state
state, action reward next state
Replay
Memory
Glodzd | Bufféar
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- Ape-X

+ Distributed Prioritized Experience Replay (ICLR 2018)
« Local / global bufferE 25 AFHESHH actor?t =Tt HE = M local bufferOfl M7

« Local buffer0f| A priority S 2-& 375+ global buffer0fl 0|7

** Architecture of Ape-X N

: DQN Loss
Actor Gradient
wrt loss Q(s,a; 0)
argmax,Q(s, a; 9)
Environment Q-network Q-network

state

Learner

max Q(s’,a’;607)
al

Target
Q-network

(state, action state, action reward next state
ate, ion,
store reward, next state)

send
Replay . - — Replay
Calculate priotities (state, action, reward, next state) with priorities
(Absolute TD error) Memory Memory
Local Buffer Global Buffer
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- Ape-X

+ Distributed Prioritized Experience Replay (ICLR 2018)

* ActorO}CF B H=(e)S CHEoHA £0ot0] I CHefot dds s-AotnAt &

Assigned epsilon for each actors

** Architecture of Ape-X Learner
______________________________ 0401 @
. DQNloss | el TN
Actor Gradient ) . Actor 1
wrt loss 0(5,0;6) maxQ(sa’i67) 0.30
argmax, Q (s, a; 0) $
: * 0.25 1
Environment Q-network Q-network Target =
R Q-network S o0l
C .
state, action reward next state Q 0.15 . ACtor 32
reward, next ’state) é 0.10 4 . . \
send 0.05 4 ",
Replay (state, acti d, next state) with pri 't': Replay "o
Calculate priotitie state, action, reward, next state) with priorities Y R S °
(Absolute TD error) Memory Memory 6 é 1‘0 1'5 2'0 2'5 3'0

Global Buffer

Local Buffer Indices of policy

Actor 2 Actor 3 Actor 32

(e = 0.325) (e =0.264) (e =0.0007)
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Ape-X

< Experiment (performance comparison)
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Figure 2: Left: Atari results aggregated across 57 games, evaluated from random no-op starts. Right: Atari
training curves for selected games, against baselines. Blue: Ape-X DQN with 360 actors; Orange: A3C;

Purple: Rainbow; Green: DQN. See appendix for longer runs over all games.
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Figure 4: Scaling the number of actors. Performance consistently improves as we scale the number of actors
from 8 to 256, note that the number of learning updates performed does not depend on the number of actors.
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- Ape-X

% Experiment (performance comparison detail)

*  Ape-XOl|l M actor= 360 coreE AHE (1 core = 1 actor), leamer= 1 GPU + 16 coreE AtE

- OfE B ols 2|0 24t ofg HR-EN HloiM O A2t 28822 52 d58 Eddts As =&

Algorithm Training  Environment Resources Median Median

Time Frames (per game) (no-op starts)  (human starts)
Ape-X DOQN 5 days 22800M 376 cores, 1 GPU * 434 % 358 %
Rainbow 10 days 200M 1 GPU 223% 153%
Distributional (C51) 10 days 200M 1 GPU 178% 125%
A3C 4 days — 16 cores — 117%
Prioritized Dueling 9.5 days 200M 1 GPU 172% 115%
DON 9.5 days 200M 1 GPU 79% 68%
Gorila DQN © ~4 days — unknown ° 96% 78%
UNREAL ¢ — 250M 16 cores 331% * 250% *

Table 1: Median normalized scores across 57 Atari games. * Tesla P100. ® >100 CPUs, with a mixed number
of cores per CPU machine. © Only evaluated on 49 games. d Hyper-parameters were tuned per game.
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I PaL

+ Parallel Q-Learning: Scaling Off-policy Reinforcement Learning under Massively Parallel Simulation (ICML 2023)

« 7|E0= 2 CPU SO} A[=0 0|5 2lSH= A4

T > 30| == oFEH 0|22 FHE Sh52| scalingdf| SHA| (Ape-X <= 256)

o
=
- GPU 7[8te| A|=2{0|M(eg, Issac Gym)O| 7SR HA BHEH =&2| massive scalingO| 7Hs 8 (PQL >> 1,000)
-> 0[0f| H&tst Q-leaming €11 2|F2 X|QF (Parallel Q-Leaming)

07 ‘.01;-.7/ Xj2iny| o] x4l 'Mg 0= 4.9}»'.;{ Xj2iad|] Zial '@g AtQ%CtAC

2 1 : Acto or
Simulation in Parallel |ActorctoRgiQb,

Ape-X PQL
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W PQL

¢ Architecture
 Ape-X + DDPGE 7|8t = pQLE T+

*  Ape-Xi& ActorZ H|O|E| =% - Value-Learner - Policy-Leamer &=XH 2 2 =2

(P)olicy-Learner (V)alue-Learner
** Architecture of Ape-X (DDPG ver.) R e ! R e T !
1 Policy Gradient Ascent : :__M_in_iTife_'\_Aiaf _Sclu_ar_eil Er:o_r_:
ACtOf Update 1 Trr(s;¢) Update 1 TQ(s,a;lp)
action .
i 4 Polic TN,
Environment Policy y Q-network
(CPU) R Network
state
(state, action,
store reward, next state)
send
Replay : - — > Replay
Calculate priotities (state, action, reward, next state) with priorities
(Absolute TD error) Memory Memory
Local Buffer (RAM) Global Buffer
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W PQL

+ Architecture
« Ape-X + DDPGE 7Pt 2 PQLE T+

« PQL2 ActorZ O|O|E{==%! & Policy-Leamer & Value-LearnerS SAI0| =

> Math] 2t R40 H e At Ats a2e + AUs (P)olicy-Learner (V)alue-Learner

o 4 AZEE E=0]7| {USHA] Zf leamerOC} buffer2t SH50] 2 23 networkE THH| e -y

:. Policy Gradient Ascent ~ _: :. _I\ll_ln_lr:llfe_l\_lltia:l _Sclu_ar_eil I_Er:o_r_l
Update 1 Tn(s ) Update 1 TQ(S a;P)
** Architecture of PQL NPO“Cyk - ek
~ 7
Actor == ‘:fv:\ Policy
Q-network Network

Environment < acion Poli Replay Replay
(GPU) > oNey ey -

state Buffer (VRAM) Buffer (VRAM)

store
(state)

(state, action, reward, next state)
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W PQL

% Update Frequency Ratio (B)
* fz : The number of rollout steps per environment in Actor per unit time
* f, : The number of Q function updates in V-learner per unit time

*  fp : The number of policy updates in P-learner per unit time

* Bov = % : Determines how many steps Actor rolls out the policy with N environments when one Q function update is performed in the V-leamer

* Ppv = % : Determines how many Q functions updates are performed in V-leaner when P-learmer updates the policy once.

> Bay = 1:80|H Actor/t 8 step= =& MHOIL} V-LeamerE 12 RH|0|E

> Bpy =1:2H V-LeamnerZ 2H YOIO|EE If P-Leamer= 18 YHIO|E

0| HiAl

o T

|0

| YNZS|
o™

1. Z Leamer®} Actor®| 7 Q= X}2l AL
2. A= QH|0|EStH ah50| 2QPISIEZ ot £ 5 o (M0 =8 £ 2 H)
=

3. Actor9| poliyZt €™ F7| 2 S7|2tzl= FZEtM E 29 target policy networkE FX| #0t: S st A2 =2
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W PQL

% Mixed Exploration

* Ape-X2| % Z actor OICt exploration| 25 =g Cr2A| 0510 Lot el w4

« PQLE O|& HIHoIR 2 72| LO|= A7 HWAIS H[¢F
Mixed Exploration o Schedule in PQL (N=100)

0B

0.7F

o6l 2016). In our work, we uniformly generate the noise levels

| in the range of [0'in, Tmax]. For the i*" environment out of

S0l N environments, 0; = Omin + ﬁ(amax — Omin) Where

i € {1,2,..., N}. We use oin = 0.05, 0pax = 0.8 for all

0.3r . .
the tasks in our experiments.

0.2r ** 3.3 Mixed Exploration

0.1F

0 20 30 60 80 100

Environment Index (i)
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I PaL

% Experiment

Batch Size & Buffer Size & # of GPU

Shadow Hand

512 m 128 = 214 = AP0 HL U2 = D = ST

0 10 20 30 40 S50 &0 O

o 20 30 40
Wall clock time (min) Wiall clock time {min)

(a) (b)
Figure 8. Effect of different batch sizes. Small batch size usually
leads to slower learning. If the batch size is too big, the policy

learning can slow down because GPUs have limited cores and it
takes more time to process a very big batch of data.

Ant Shadow Hand

=

0 10 0 3 40 B0 60 T
‘Wall clock time (min)

(a) (b)

W 2 3 40 80
‘Wall clock time (min)

Ant Shadow Hand

=168
2k -2G8m

-1

50 O 10 20 30 40 &0 &) 7O
‘Wall clock time {min)

W 30 4D
Wall clock time (min)

(c) (d)

Figure 9. {(a) and (b): effect of ditferent replay buffer size. (¢) and
(d): effect of number of GPUs used for running PQL. PQL can be
deployed on a flexible number of GPUs. In complex tasks such as
Shadow Hand, it is beneficial to have at least 2 GPUs where the
Actor runs on a separate GPU as the simulation itself consumes
more GPU compute as the task complexity increases.

# of Envs + Update Frequency

16k Ant Shadow Hand
14k 8000
12k 7000
S10k Eoo
E 8k 21 @4000 z1
o 6k 11 E3pno Bt}
ak 12 2000 12
2 1000 o
a a )
2048 4096 B192 16384 2048 4096 8192 163684

Number of environments Number of environments

Figure 6. We show the averaged returns in evaluation after a fixed
amount of training time AT". Across the set of different numbers of
environments we experimented with (2048, 4096, 8192, 16384),
we found that setting 3,,.,, = 1 : 2 generally works well. AT" = 60
mins for Ant, and AT = 80 mins for Shadow Hand. The complete
learning curves are in Figure C.6.

16k 8000 Shadow Hand

14k

Ant
12k <6000
EIUk Se000
T Bk 11 ©4000 11
4
2 LE
iz iz
2k 116 l‘m L16

ra  Eap00
1 000
2048 4096 B192 16384 2048 4096 8192 16384
Number of environments Number of environments

Figure 7. Given different values of NV, we show the effect of dif-
ferent [4:v. An overall trend we observe is that as N gets bigger,
it’s more beneficial to update the critic more frequently. We also
found that B4.. = 1 : 8 generally works well given different N
values. So one can set .., = 1 : 8 as a good initial value, and
tune it if necessary on new tasks.

Mixed Exploration

Ant Humanoid

14k

12k
E10k
% 8k 0.2

Bk -0.4
= Ak -0.6

2k =08

0 =Mixed_

0 10 20 30 40 50 0 10 20 30 40 50

Wall clock time (min) Wall clock time (min)
(a) (b)
Franka Cube Stacking Shadow Hand
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300 S0 | 5000

100 -038 1000

0 =Mixed- 0
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Figure 4. We compared our proposed mixed exploration scheme
by applying different constant maximum noise values. We can see
that the mixed exploration scheme either outperforms or is on par
with other schemes, which can save the tuning effort on the noise
level.

Wall clock time (min)
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- FastTD3

 FastTD3: Simple, Fast, and Capable Reinforcement Leaming for Humanoid Control (ArXiv 2025)
* FastTD3= PQL + TD3E 7|22 2 & > PQLE 7idet &7
« PQLO| £t S 2= asynchronous parallel processZ Q18 &&9| 2£3H0| QIS
- Asynchronous parallel process 42 Q15| B 20| 2Ht|=0] M 2F (PQLe| 21X 218 == 152))
> FastTD3= O|Z synchronous parallel process2 HZSI 1 £ M3 E NE&S A7

- F8 2H42 HumanoidBenchmark®2 ot O|f= OHAl A3lsts HHE F0f| 0|2 48A|72t LIZ 50| A&t A O|ATt S MOIE 2 (FF)
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I FastTD3

«» PQL vs. FastTD3

PQL

FastTD3

Parallel Process

Asynchronous

> Zt P/V-Learner?} SA|0| &G[O|E

Synchronous
> SILEO| LearnerOf| A policy/Q-network w=Xt% 0| E

Replay Buffer

2t p/V-Learner®|| Local Buffer
> 1 million0| 7} £2 48 (1M, 5M, 10M, 20M &)

Global Buffer (Siz

e: NV x env
> NO| 3 242 4

=3

00k \‘{’/
0z

Large Batch Size

32,7682 Mo 40| 7Y £

32,7682 Mo 40| 71 £

Exploration Noise

Mixed Exploration (oyin: 0.2 / Omax: 0.8)

Mixed Exploration (oyin: 0.2 / 0max: 0.4)

Distributional Critic

Optional (PQL-D)

Default

Asymmetric Actor-Critic

X

@)

Update Frequency

V-Learner2| YU|O|E 120 [HE Actor (B.p)
o AOOIE L2 MY

% P-Learner (B,.,)

1. Update-to-Data (UTD) ratio
2. Delayed update strategy in TD3

Advanced Usage of PyTorch

No

1. torch.compile( ): Z|CH 35% £&= 7§

Z|C % &=L JfM
2. AMP(bfloat16): %|CH 40% __5 I ]‘ ICH 70% &= 74

Reward Tuning
In Mujoco Playground

No

TD30| YAUEZ reward E45 =M™
(ZIE = PPOO| XX QI reward &+ 3)

https://github.com/younggyoseo/FastTD3/blob/main/fast td3/training notebook.ipynb
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https://github.com/younggyoseo/FastTD3/blob/main/fast_td3/training_notebook.ipynb

- FastTD3

»» Architecture

TD3 Learner

** Architecture of FastTD3

Actor

v

~ action
state

store Buffer (VRAM)

~_

(state, action, reward, next state)

https://github.com/younggyoseo/FastTD3/blob/main/fast td3/training notebook.ipynb
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I FastTD3

% Experiment

H idB h Task
100 umanoidBench (39 Tasks) 100
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40 ~
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Figure 3: Summary of results. FastTD3 is a simple, fast, and capable RL algorithm that significantly
speeds up training for humanoid robots on tasks from popular suites such as HumanoidBench
(Sferrazza et al., 2024), IsaacLab (Mittal et al., 2023), and MuJoCo Playground (Zakka et al., 2025).
To accelerate RL research in robotics, we provide an easy-to-use open-source implementation of
FastTD3, enabling users to easily reproduce these results or build upon our work.
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- FastTD3

% Experiment
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Figure 5: Effect of design choices (1 /2). We investigate the effect of (a) parallel environments,
(b) batch size, (c) distributional RL, and (d) Clipped Double Q-learning. The solid line and shaded
regions represent the mean and standard deviation across three runs.
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Figure 6: Effect of design choices (2/2). investigate the effect of (a) model size, (b) noise scales,
(c) update-to-data ratio, and (d) replay buffer size. The solid line and shaded regions represent the
mean and standard deviation across three runs.
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EIJ. ¥ main - mujoco_playground / mujoco_playground / _src / locomotion / g1 / joystick.py
** Mujoco Playground £t 2| baseline0| PPO

FaStTD3 Code | Blame @ 792 lines (718 loc) - 26.1 KB

34 def default_config() -»> config_dict.ConfigDict:
53 1s

° . 54 reward_config=config_dict.create(

‘0’ EXperlment 55 scales=config_dict.create(

56 # Tracking related rewards.

57 tracking_lin_vel=1.a,

58 tracking_ang_vel=0.75,

59 # Base related rewards.

68 lin_vel_z=08.@,

if use_tuned_reward and is_humanoid_task: 51 ang_vel xy=-0.13,
62 orientation=-2.8,
# NOTE: Tuned reward for Gl. Used for producing Figure 7 in the paper. &3 base_height=0.0,
# Somehow it works reasonably for T1 as well. 64 # Energy related rewards.
# Howewver, see ~sim2real.md” for sim-to-real RL with Booster T1 6 torques=e.8,

66 action_rate=8.a,
train_env_cfg.reward_config.scales.energy = -5e-5 &7 energy=0.8,
train_env_cfg.reward_config.scales.action_rate = -1le-1 68 dof_acc=0.@,
train_env_cfg.reward_config.scales.torgues = -le-3 o 7 Feer related revards.

78 feet_clearance=08.8,
train_env_cfg.reward_config.scales.pose = -1.8 71 feet_air_time=2.8,
train_env_cfg.reward_config.scales.tracking_ang_wel = 1.25 72 feet_slip=-8.25,

. . . . 73 feet_height=0.8
train_env_cfg.reward_conflg.scales.tracking_lin_wvel = 1.25 EEENEIE !

74 feet_phase=1.8,
train_env_cfg.reward_config.scales.feet_phase = 1.8 75 # Other rewards.
train_env_cfg.reward_config.scales.ang_vel_xy = -@.3 76 alive=@.@,

. . . . 77 tand_still=-1.@,
train_env_cfg.reward_config.scales.orlientation = -5.8 s an_—S%

78 termination=-102.82,

|. I_ | -| _I l. o _l 79 collision=-8.1,
FaStTD3 O‘” O D EE O =] A I 7 —_— _I_AI 58 contact_force=-2.01
= X 1 = E o HA = o 81 # Pose related rewards.

82 Joint_deviation_knee=-8.1,

23 Jjoint_deviation_hip=-8.25,

24 dof_pos_limits=-1.8@,

85 pose=-8.1,

26 9,

&7 tracking_sigma=8.25,

28 max_foot_height=0.15,

https://github.com/younggyoseo/FastTD3/blob/main/fast td3/environments/mujoco_playground env.py 8 base_helght_target=0.5,
https://github.com/google-deepmind/mujoco_playground/blob/main/mujoco playground/ src/locomotion/g1/joystick.py % max_contact_force=520.9,
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https://github.com/younggyoseo/FastTD3/blob/main/fast_td3/environments/mujoco_playground_env.py
https://github.com/google-deepmind/mujoco_playground/blob/main/mujoco_playground/_src/locomotion/g1/joystick.py

- FastTD3

% Experiment

https://younggyo.me/fast td3/
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